The World Aquatics (FINA) Junior World Diving Championships is an elite diving meet where top divers from around the world, ages 16 to 18, compete. In diving, each dive is assigned a degree of difficulty based on its complexity. Judges then individually score each dive on execution from 0 to 10 in half-point increments. To reduce the influence of unusually high or unusually low scores, the two lowest and two highest judges’ scores are discarded. The remaining scores are averaged and then multiplied by the degree of difficulty to determine the diver’s score for that dive.
In this activity, each judge’s score is classified into one of three categories: Okay, Too Low, or Too High. A score is classified as Okay if it was kept, Too Low if it was one of the discarded low scores, and Too High if it was one of the discarded high scores. We are interested in determining if there is evidence of an association between judge and score result. More specifically, the larger question is whether any judge appears to score differently from the others in a way that could suggest possible judging bias. Statistically, we will begin by asking whether there is an association between judge and score result. If judge and score result are associated, we can then examine which judge or judges contributed most to that association and discuss what that pattern might imply. The data for this activity is located in the file FemaleFINALDivingChampionships.csv
	Score Result
	Judge

	
	Judge 1
	Judge 2
	Judge 3
	Judge 4
	Judge 5
	Judge 6
	Judge 7

	Okay
	272
	265
	278
	282
	277
	246
	273

	Too Low
	50
	50
	42
	37
	50
	51
	39

	Too High
	38
	45
	40
	41
	33
	63
	48

	Total 
	360
	360
	360
	360
	360
	360
	360


1. Use software to recreate the table above and the identify the variables of interest in this study. Identify each as numerical or categorical. Additionally, determine which variable is the response.
Judge – Categorical
[bookmark: _GoBack]Score Result – Categorical , with three categories/levels: Okay, Too Low, and Too High. Response


2. If there is no association between judge and score result, how many scores would we expect in each result category (Okay, Too Low, and Too High) for each judge? Use software to assist you.

	
	Judge 1 
	Judge 2
	Judge 3
	Judge 4
	Judge 5
	Judge 6
	Judge 7
	Total

	Okay
	270.43
	270.43
	270.43
	270.43
	270.43
	270.43
	270.43
	1,893

	Too Low
	45.57
	45.57
	45.57
	45.57
	45.57
	45.57
	45.57
	319

	Too High 
	44
	44
	44
	44
	44
	44
	44
	308

	Total 
	360
	360
	360
	360
	360
	360
	360
	2,520


3. Why is the Chi-Square Test for Association the correct type of hypothesis test to use?
A chi-square test for association is appropriate because we are testing whether there is an association between two categorical variables: judge and score result. 

4. Write the null and alternative hypotheses of this test:
 There is no association between the judge and whether their score result. In other words, the distribution of Okay, Too Low, and Too High scores is the same for all judges.

 There is an association between the judge and whether their score result. In other words, the distribution of Okay, Too Low, and Too High scores is not the same for all judges.

5. Calculate the test statistic and degrees of freedom for this hypothesis test. Record both here.
[image: ]
6. What distribution is used to calculate the p-value? Describe it and record the p-value.
Chi-square distribution with 12 degrees of freedom, p-value = 0.05462

7. Draw a conclusion in context at the 5% significance level.
We fail to reject the null hypothesis. At the 5% significance level, there is no statistically discernible evidence of an association between judge and score result. In other words, there is not strong enough evidence to conclude that the distribution of Okay, Too Low, and Too High scores differs by judge.
8. Draw a conclusion in context at the 10% significance level. 
We reject the null hypothesis. At the 10% significance level, there is statistically discernible evidence of an association between judge and score result. In other words, there is evidence that the distribution of Okay, Too Low, and Too High scores differs by judge.
9. Describe what a type I error represents in this context.
A Type I error would occur if we conclude that there is an association between judge and score result when, in reality, there is no association. In context, this could mean flagging a judge as possibly biased, even though the observed differences in Okay, Too Low, and Too High scores were really due to random variation and they are, in fact, fair.
10.  Describe what a type II error represents in this context. 
A Type II error would occur if we fail to detect an association between judge and score result when, in reality, there is an association. In context, this could mean failing to identify a possibly biased judge.
11. In this setting, what are the possible repercussions of making a Type I error? What are the possible repercussions of making a Type II error? Which type of error do you think is more serious in this context? Explain your reasoning.
A Type I error could unfairly damage a judge’s reputation by suggesting possible bias when the judge’s scoring pattern was not actually unusual. This could lead to unnecessary scrutiny or professional consequences for the judge.
A Type II error could allow a genuinely unusual scoring pattern to go unnoticed. If a judge really is scoring differently from the others, failing to detect that pattern could affect athletes, meet results, and perceptions of fairness in the competition.
Answers will vary about which error is more serious. Some students may argue that a Type I error is more serious because falsely accusing a judge of bias is unfair. Others may argue that a Type II error is more serious because overlooking possible bias could harm many athletes and undermine the fairness of the competition.
12. Regardless of your decision in the previous questions, suppose the meet organizers decide to investigate possible judging bias. Which judge appears most concerning? Justify your answer using the appropriate output from the hypothesis test.
Judge 6 appears most concerning. Judge 6 had fewer Okay scores than expected and more Too High scores than expected. This means Judge 6’s scores were discarded for being too high more often than expected if judge and score result were independent. This pattern could suggest possible high-scoring bias, although it would not prove intentional bias. (Note that Judge 6 is also the only judge that has somewhat large cell contributions – contributing roughly 50% of the entire test statistic.)
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